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Research Problem: How to Build Very 
Large Scale Reliable HPC Systems?

Assumptions:
– All components will fail in large scale systems. 

– Computing is cheaper than communication.

– Computing + communication is cheaper than 
programming.

– Efficient infrastructure is more valuable than 
efficient applications.



Methodology:

• Every shared component becomes a 
single point of failure.

• Every shared component is a 
potential performance bottleneck.

• Replicating a shared component 
requires large overheads and 
complexities.

• Conclusion: Share Nothing!



Example 1: 
ESB (Enterprise Service Bus)

• Popular Design
– Multiple queue managers to boost performance 

(MIMD)

– Storage replication for availability

• Reasonable? Not really…
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Why Poor ESB Performance?

• ESB Performance must be 
throttled below the speed of 
storage replication or risk 
loosing transit messages

• Multiple queue managers only 
add administrative complexity 
without performance benefit

• The replication system is the 
single point of failure

• Poor performance and poor 
availability



Corrected ESB Architecture

• Remove storage replication

• Add message re-transmission logic in all 
applications

• Results:
– Replication is done by applications: zero replication 

overhead in production

– Multiple queue managers can truly boost ESB 
performance

– Permits multiple passive ESBs with FAST failover 
and easy admin

– Zero single point of failure

– Performance bottleneck is pushed down to the 
transaction layer



Highly Reliable High Performance ESB

Primary ESB

Primary Storage

Standby ESB Standby Storage

DNS

Indirect Redundancy Imp.Indirect Redundancy Imp.Indirect Redundancy Imp.



What About Transaction Layer 
Performance Bottleneck?

• Database servers are the most 
difficult to scale out

• Database servers are critically 
important to all meaningful 
transactions

• It is costly to protect database servers 
from planned and unplanned 
downtimes



Example 2: HPC Transaction Processing 
Architecture (Database Cluster)

Existing Design
– Multiprocessor (MIMD)

– Shared storage

– Serial transaction replication (synchronous or 
asynchronous)
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Why Poor Performance?

• Transactions are I/O intense. MIMD does not 
help with performance

• Transaction speed must be throttled below the 
serial replication speed

• Backup data is never in sync with production 
set -> transaction loss

• Planned downtime is much larger than 
unplanned downtime for maintaining multiple 
servers

• Conclusion: Not scalable



Corrected Database Cluster Architecture

SVR1

SVR2

ICX Replicator

DBx

…

Concurrent

Transactions

DBx:

1. Dynamic Serialization

2. Dynamic Load Balancing (read)

3. Auto-Resynchronization



Highly Reliable High Performance 
DB Cluster

• Zero transaction loss -> Inexpensive zero single point 
failure

• Scalable performance for reads with or without 
partition

• Scalable performance for updates with replicated 
partitions

• Near zero planed and unplanned downtimes due to 
high speed synchronous replication

• Auto resync = High performance 2-phase-commit 
protocol: maximal 60 sec. downtime per resync. 
Independent of data size. (think Mobius Strip)

• Secrets: 
– A transaction is only stateless when it is in transit
– 2PC can be enhanced by leveraging rapid improving 

software and hardware quality (non-stop resync)



SPP Database Cluster Performance
.

CD(Computing 

Density)



SPP Database Cluster Performance (no 
partition)

Speedup (90% Read) Speedup (50% Read) 

Cluster 
Size CD=1 CD=20 CD=200 

Cluster 
Size CD=1 CD=20 

CD=20
0 

2 0.60 1.30 1.90 2 (0.20) 0.60 1.10 

3 0.90 1.95 2.85 3 (0.30) 0.90 1.65 

4 1.20 2.60 3.80 4 (0.40) 1.20 2.20 

5 1.50 3.25 4.75 5 (0.50) 1.50 2.75 

6 1.80 3.90 5.70 6 (0.60) 1.80 3.30 

7 2.10 4.55 6.65 7 (0.70) 2.10 3.85 

8 2.40 5.20 7.60 8 (0.80) 2.40 4.40 



SPP Database Cluster Performance with 
Partition

CD = Cluster 

Density



Example 3: HPC Cluster

Typical Design
– Fixed physical 

connection between 
nodes

– A variety of topologies: 
3D torus, mesh, star or 
projective geometry

– Distributed or shared 
memory

– Message-passing 
support for 
distributed memory



Performance Reality Check

• Very high performances have been achieved by 
meticulous programming for a small set of apps

• MTBF < 3 days for P=1024

• Average (daily production code) efficiency is less 
than 25%

• Programming difficulties

• Performance tuning difficulties

• Fault tolerance difficulties

• Peak performance requires finding the optimal 
processing grain size (impractical today)  



Flaws of HPC Message Passing 
Paradigm

Arbitrary Decisions for Each Work Load 
Message:

• What if the Recipient is Not Available?

• What if the Load is Too High?

• What if the Load is Too low?

No easy answers… A paradigm change 
maybe necessary…



Proposed HPC Paradigm

Content-Addressable Memory (Tuple 
Space )

• Put (Label, Content)

• Get (Label, &Variable)

• Read (Label, &Variable)



Advantages

• Easy Programming (compare to 
Read/Write/Lock/Unlock for Share Memory 
Model and Send/Receive/Cache R/W for MPI)

• Cheap Fault Tolerance (Shadow Tuples can 
Eliminate Vast Majority CPR Overheads)

• High Performance:
– Automatic Formation of SIMD, MIMD and Pipeline 

Clusters at Runtime.

– Load Balancing Possible (Grain Size Adjustments)



Disadvantage and Perspective

Larger Communication Overhead 
(Compare to Direct Message Passing)

Remember Packet-Switching vs Circuit 
Switching debate?



Highly Reliable HPC Cluster (SPPM)
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SPPM Node OS Extension:

Routing Agent (RA)
– Local tuple storage, matching and recovery
– Forward tuple requests or drop by TTL
– UVR failure detection and downstream node 

repair
– Application monitor and management

• Local memory
• Local disk

Shared global disk for application and data 
storage.



Data Parallel Programming

• Higher level than MPI

• Simpler

• Amenable to finding the optimal 
processing granularity

• Cheap fault tolerance: free worker 
fault tolerance

• C-P-R for single or multiple master 
failures 

• Parallel Markup Language (PML)



Automated Sequential-Parallel Translation: 
PML

<reference></reference>

<parallel>

<reference></reference>

<master>

<send> or <read>

<worker>

<send> or <read>

<target>

the loop to be parallelized

</target>

<send> or <read>

</worker>

<send> or <read>

</master>

</parallel>



PML Program Example
/* <parallel appname="matrix"> */

main(int argc, char **argv[]) {

/* <reference id="123"> */

int i, j, k ;

/* </reference> */

/* <master id="123"> */

/* <send var="B" type="double[N][N]" opt="ONCE"/> */

/* <send var="A" type="double[N][N]"/>*/

/* <worker> */

/* <read var="B" type="double[N][N]" opt="ONCE"/> */

/* <read var="A" type="double[N(i)][N]"/> */

/* <target index="i" limits="(0,N,1)" chunk="G" order="1"> */

for (i = 0; i < N; i++)

/* </target> */

{

for (k = 0; k < N; k++)

for (j = 0; j < N; j++)

C[i][j] += A[i][k]*B[k][j] ;

}

/* <send var="C" type="double[N(i)][N]"/> */

/* </worker> */

/* <read var="C" type="double[N][N]" Opt=òCHKTò/>*/

/* </master> */

exit( 0) ;

}

/* </parallel> */



Performance  Comparisons with Fault 
Tolerance

Nodes(P) Size PML Synergy(*I)

MPICH2(*II) Sequential

2 600 6.7 5(G=25)
5.12 8.9

2 800 15.3 12.2(G=200)

11.87 21.6

2 1000 28.3 23.4(G=63)
22.86 42.4

2 1600 118.3 95(G=100)
95 181.7

2 2000 231.3 187.6(G=75)
186 358.7

4 600 4.5 3.6(G=16)
3.3 8.9

4 800 10 7.8(G=12)
7.2 21.6

4 1000 17.3 14.1(G=13)
13.4 42.4

4 1600 66.7 53(G=23)
53 181.7

4 2000 128.3 101.2(G=21)
100 358.7



Demonstrations

• DBx

• SPPM

• PML



Summary

• Practical SPP architectures are often 
counter-intuitive

• SPP is a discipline that affords 
minimal cost fault tolerance while 
delivering high collective 
performance of a multiprocessor

• Violation of SPP discipline typically 
results in loss of performance, 
reliability or both



Contact

Justin Y. Shi

shi@temple.edu

CIS Department

Temple University

Philadelphia, PA 19122

mailto:shi@temple.edu

